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CREATING CREDIBLE PREDICTIONS FOR SCHEDULE AND COST: 
THE ACTIVITY NETWORK
In this lesson, we focus on the activity network, which allows us to make credible predictions regarding the schedule (that is, how long it will take us to do all of the work entailed in our project). We will also see how this same activity network is an essential first step toward estimating how much our project will cost. Predicting schedule and cost in a credible fashion are among the basic expectations for a good engineering project manager.
Setting the Stage
In this lesson, we will talk about how we go about creating credible predictions for two items: (i) how long it will take for our engineering project to complete all of the work entailed by the project’s statement of work, specifications, and contract (we will call this the schedule); (ii) how much money it will take to complete all of the work entailed by the project’s statement of work, specifications, and contract (we will call this the cost).
Notice that the information that people will want to know about schedule and cost are predictions about a future state. Yes, your boss and your customer will in fact want to know how much money you have actually spent thus far, but they will be far more interested in how much money you predict that you will need to spend in order to complete all of the work entailed in the project. When we say we need to estimate the cost of a project, this is what we almost always mean: our prediction for the estimated cost at completion. Similarly, when we say we need to estimate the schedule for our project, we almost always mean our prediction of the date by which the project will be completed.
The first reason is because, as the project manager, you will constantly be asked “When will the project be completed? How much will it cost when you are done?” Both your internal customers (e.g. your boss, his/her boss, and so forth all the way up to the president of your company) and your external customers (e.g. the buying customer, the users, the other stakeholders, etc.) will ask questions like these all the time.
In fact, you won’t be allowed to start your project until you have answers to these questions that seem both satisfactory and credible. The answers you provide will be deemed satisfactory if the customers are willing to wait that long and to pay that much, and those same answers will be deemed credible if they are believed to be approximately correct.
There are other reasons (e.g. beyond the need to answer these constant questions) that inform why we have to create these predictions:
· We have to make efficient and appropriate use of all the people on our team; we can’t have them sitting around on the payroll, just waiting for their particular task to start.
· We need to be clear to our partner companies and suppliers when we need the items that they are supposed to provide.
· We need to understand the inherent sequencing and dependencies of our project’s activities – sometimes, something cannot start until something else is completed.
· We need to plan and organize people, equipment, and facilities:
· Ensuring that we have access to the people that we need, at the time and place that we need them. We must also load‐level the number of people that we will need 
· Ensuring that we have access to the facilities and equipment that we need, at the time and place that we need them
· Timing the activities that need certain data or equipment so that those items are in fact available
One of the items that we are going to learn in this lesson is that our predictions about cost depend very significantly on our estimates for schedule. As a result, we always estimate schedule before we estimate cost. This is because, in order to estimate the project’s schedule (e.g. the predicted completion date), you must define the sets of tasks to be accomplished, you must estimate how long you believe that each task will take, and you must decide in what order you will perform those tasks. We will then discover that you need all of that same information, plus some additional information, in order to estimate the cost (that is, the predicted cost of the project when it is finally completed). Said another way, you cannot credibly estimate the cost without having first credibly estimated the schedule.
The reasons given above for why we try to estimate schedule and cost seem pretty important, so you might expect that we already have methods in place that make sched- ule and cost predictions which consistently turn out to be pretty good. But that is not true at all; many – in fact, most – engineering projects have predictions for schedule and cost that turn out to be wildly inaccurate:
· They plan around fixed dates.
· They fail to recognize the huge impact of statistical variation on the final predictions.
· They fail to calibrate their estimate for each task against actual past performance for similar tasks.
· They fail to recognize the extreme variation that can be introduced into their schedule and cost estimates by seemingly small changes or defects in the design; 
· They make unjustifiable assumptions about the improvements in productivity that will result from the use of new, relatively untried methods and tools.
· They make the unreasonable assumption that everything will go well...
Let’s look at the first item on this list: planning around fixed dates. We do this in our personal life all the time. If we have a task (say writing a report with a team of 10 people at work), we will say to ourselves:
· On 1 April, we will start
· By 1 May, we will have finished this initial stage of the work
· By 1 June, we will have finished this next stage of the work
· By 1 July, we will have finished this further stage of the work
· And by 1 August, we will be done and ready to turn it in! 
But what actually happens is something like this:
· Friday 1 April was a state holiday, celebrating April Fool’s Day, and the company gave everyone that day off. Our company in fact also shut down on the following Monday, using the resulting long weekend for some long-deferred facility improvements. Work did not actually start until Tuesday 5 April.
· 1 May arrived anyway. Would you even notice that you did not finish all of that initial stage of the work? Do you have a definition of what comprises that initial stage that is rigorous enough to allow you to tell if that work is completed or not?
· Did you understand all of the implications for when certain follow‐on tasks can start (e.g. what tasks depend on the prior completion of other tasks)? Just because a stage of work was supposed to start on 1 May does not mean that it is actually possible to start that work on that date.
· Did you understand all of the implications of staffing? Will someone have to sit around for 10 days, waiting for someone else to finish something? Will a piece of work go unstarted for 15 days because the people scheduled to start it are still working on other tasks?
· Will a task have to be unexpectedly delayed for five days because a critical piece of test equipment and a special laboratory (of which your company has only one) is being used for longer than expected by someone else?
· If you even notice these problems, can you make a credible prediction about their impact, that is, make a credible prediction about when you can now expect to complete the work? Is there something that you can do to get back onto the original schedule, that is, get the work completed by the originally promised completion date, despite the problems cited above?
· And what is the impact upon your predictions for the cost at completion of the project, given all of the delays to the completion date? People and the rent on the building have to be paid every week, so these delays are almost certainly increasing the amount of money it will take to complete our little project.
 Do you recognize that people plan activities against such fixed dates all the time? Here’s another example: universities predict that the typical undergraduate engineering student will complete their degree in four years, and estimate the cost of their college education accordingly. But not nearly all of them actually do so; some studies indicate that fewer than 20% actually complete their undergraduate studies in four years. Making schedule predictions around fixed dates leads us to poor predictions.
Estimating the Schedule for Your Project
How can we learn to create these estimates for schedule and cost better?
· Instead of planning around fixed dates, we should instead plan around tasks, their durations, and their interdependencies … and then derive the anticipated completion date.
· This is the first major shortcoming of many project schedules: they plan around fixed dates.
· Furthermore, all statements about the future should be expressed statistically … so we really need a way to make statistically based predictions about the completion dates.
· This is the second major shortcoming of many project schedules: they do not account for the statistical variations.
· The difference can be very significant, as we will see through our examples and our facilitated lab session.
Here is the basic recipe for a credible schedule prediction:
1. Define the tasks.
2. Identify the interdependencies between the tasks.
3. Estimate the duration of each task, in a statistical fashion.
4. Only the initial task in each chain is fixed to an actual calendar date; all other dates are derived from the task interdependencies and the statistically expressed task durations.
A schedule that is built in accordance with these four principles is called an activity network. Good project schedules are always built as activity networks.
Step 1: Define the Tasks
Here is another example of the use of decomposition of an entity into a hierarchy as a technique: we want to break the work of our project into a set of smaller tasks. As it happens, we have already started to do that, through our creation of the work breakdown structure. In the work breakdown structure, we need only go far enough to define the work and assign each resulting element of work to a responsible individual. For the purpose of creating the project schedule, we may want to break the work into even smaller pieces.
How small? My preference is to decompose the elements from the work breakdown structure to a point where each task is no longer than one or two months in duration. If your project is large and long (e.g. years in duration), breaking it down before the commencement of the project into tasks that are one to two months in duration may seem like too much work, and you may be concerned about expanding so much planning work on tasks that are still years away when changes may occur that would render some of that planning work obsolete. 
Step 2: Identify the Interdependencies Between Tasks
Consider two tasks, A and B. One situation is that one of these tasks might be dependent upon the other; for example, task B requires something as input that is to be created by task A. Under that circumstance, you could not start task B until task A has completed. We say that task B is dependent upon task A. We can create a graphic depiction of this situation, representing each task with a little box and using an arrow drawn between the tasks to indicate the dependency relationship. This depiction implies a time dimension, flowing from left to right.
Another situation, however, is that these two tasks might have nothing to do with each other, and neither might require as their own input any products from the other; we then say that these two tasks are independent. In which case, the date for which each task is expected to be performed can be established without reference to the other. Task A could be performed before task B, after task B, or at the same time as task B. If we were to create a graphic representation of this situation, with each task again represented by a little box, we would show this independence by not having an arrow connecting task A to task B, and not having an arrow connecting task B to task A. This depiction has a time dimension too: it is possible that these tasks could be performed at the same time.
These task‐to‐task dependencies will take various forms, but we will start with the simplest: the one we described above, finish‐to‐start, that is, task B cannot start until task A is completed. There need be no time lag between the completion of task A and the commencement of task B; task B can start immediately upon the completion of task A. We say that task A is a predecessor of task B, and that task B is a successor of task A.									  Figure 1.
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This leads to the ability to create a chain of tasks, with the commencement of each successor being dependent upon the completion of its predecessor.
Now, let’s introduce a next level of complexity: instead of there being a single task that is awaiting the completion of a predecessor task, there might be two or more such tasks that are waiting for task B to complete before they can start. In this situation, we say that task B is the predecessor of all three tasks, X, Y, and Z.
Now we are ready for still another level of complexity: similarly, there might be two or more tasks that must finish before a given task can commence. We say that tasks L, M, and N are all predecessors of task C, and that task C is a successor of all three tasks, L, M, and N. Topologically, this is all of the complexity that we need in order to represent any schedule.
You can create more complicated dependency relationships, other than the finish‐to‐start relationship that we have been using. For example, you can have dependency relationships such as these:
· Start‐plus‐N‐days → start
· Finish → finish
Figure 2.
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But you actually do not need these other types of relationships … these additional dependency relationships can in fact all be represented by finish‐to‐start relationships, by breaking one or more of the tasks involved in these more complicated relationships into their component parts. 
With the above tools, you can build the activity network for any project. Even only using these simple finish‐to‐start relationships, one can build quite a complex sequence and relationship of tasks.
Let’s look at a simple example. Consider Figure 1 again for a second, and assume that each of the four tasks (A, B, C, and D) are estimated to take 10 work days. Then we can calculate that the duration of the entire chain is 40 work days. If we then pick an actual calendar date for the commencement of task A, and make proper allowance for there being only five work days per week (and also accounting, of course, for company holidays and so forth), we could calculate the actual calendar date on which we predict that we will finish the work depicted in Figure 1
This example is simple enough that we could do the calculations ourselves. But real project activity networks are usually too complicated for us to perform these calculations without making a lot of mistakes. So, instead, we use a computer program to make these calculations for us. In my class, we use a computer program called Microsoft© Project for this purpose, but there are literally dozens of such scheduling programs available on the marketplace.
Step 3: Estimate, in a Statistical Fashion, the Duration of Each Task
In order to create a credible schedule, we not only need to estimate the duration of each task, but we need to do so in a statistical fashion. What does this mean?
In our simple example above, we said that task A in Figure 7.3 is estimated to take 10 workdays. But that estimate might be wrong! When we actually go and perform the work entailed in completing task A, it might turn out that it only takes 6 workdays to finish the work. Or it might take 26 workdays. Or any of an infinite variety of other potential durations.
It is a well‐established principle that when there is uncertainty involved in an activity, better predictions can be made if that uncertainty is taken into account, rather than ignored.
It may be hard to believe, but in actual fact, most people truly do ignore the uncertainty! This is one of the main contributors to the poor predictive abilities of most project schedules. They assume that the estimate of 10 workdays to complete task A is perfect. In probabilistic terms, we would say that they assume the probability of completing task A in 10 days is 100%.
But, of course, that probability is actually less than 100%. So, we can improve the quality of our predictions by explicitly representing this uncertainty in the estimation process. Fortunately, there is a reasonably simple way to do that, which we call three-point estimation. Instead of creating a single estimate of the duration of task A, we create three:
1. An optimistic estimate of the task’s duration
2. A nominal (often called most likely) estimates of the task’s duration, and
3. A pessimistic estimate of the task’s duration.				  Figure 3.
	
	estimated duration, work days
	probability of occurrence
	duration * probability

	optimistic
	6
	20%
	1.2

	nominal
	10
	30%
	3

	pessimistic
	26
	50%
	13


We also estimate the probability of occurrence for each of these three durations, so that these probabilities add up to 100%. Here’s an example:
1. Optimistic estimate of duration for task A: 6 work days, 20% probability
2. Nominal estimate of duration for task A: 10 work days, 30% probability
3. Pessimistic estimate of duration for task A: 26 work days, 50% probability.
A statistician might say that we need many more than three points to make a good estimate, but let’s look at the effect on our overall schedule of just this simple three‐point estimate.
Notice that the weighted average turned out to be just over 17 work days, more than 1½ times as long as our original single‐point (or nominal) estimate. And when we have a complicated schedule, with lots and lots of task interactions, delays in earlier tasks cause delays in the start dates for later tasks, which forms an additional source of overall delay to the project’s actual completion date. Project schedule predictions that use three‐point estimating are usually two to three times longer in duration than project schedule predictions for the same project that use only a single estimated duration for each task.
Once we add in the nuance of using three‐point estimation, you will definitely want to use a computer program to calculate the estimated duration of your project; it is just too easy to make a mistake doing it manually.
Using a computer program also makes it relatively easy to adjust the schedule; no project ever gets all of the tasks, their estimated three‐point durations, and their interdependencies correct the first time … all of these items must be continuously reassessed, and the activity network updated as the project progresses. After all, you will learn a lot more about the project as you progress, and so your activity network (and therefore the predictions that it makes) get better as the project progresses too.
Step 4: Fixed Dates vs. Derived Dates
A vital aspect of an activity network is that only the very first task start date in each chain is fixed to an actual calendar date; all of the other dates in that chain are derived from the sequencing and the durations of each task. This is the essence of credible schedule prediction; you actually let the data make the prediction, rather than trying to force things to a desired end date.
To summarize what we have discussed so far: here (again) is the basic recipe for creating credible project schedules:
1. Define the tasks (ideally, each task is no more than one to two months in duration).
2. Identify the interdependencies between the tasks (e.g. the finish‐to‐start relationships).
3. Estimate the duration of each task, in a statistical fashion (using the three‐point estimation methodology).
4. Only the initial task in each chain is fixed to an actual calendar date; all other dates are derived from the task interdependencies, and the three‐point task durations.
Good schedules for engineering projects are always built as activity networks.


Estimating the Cost of Your Project
Employing the approach described above allows you to create credible estimates for your engineering project’s schedule. Remember how we said that cost is in large part derived from the schedule. Therefore, from these schedules, we can create credible cost estimates. Here’s how:
Our project schedule consists of tasks, each with a predicted start date and a predicted duration. To create a credible cost estimate for your project from this information, we do the following:
· This task is somewhere on the work‐breakdown structure, and the work‐breakdown structure names the assigned manager for that piece of the work. Remember though, we said that a task on the schedule may be a subset of an element on the work‐break- down structure – because we may have broken that work‐breakdown structure element into smaller pieces in order to have tasks that are no more than one to two months in duration. So, the responsible manager for this particular task may be someone who reports to the person named in the work‐breakdown structure. Every task must be assigned to a single responsible manager.
· That responsible task manager is, of course, the person who actually generated the information about this task for the project schedule: what tasks must be predecessors to this task (because this task needs their inputs), what artifacts will this task generate (so that other task managers can determine if this task must precede their task), and what is the estimated duration of this task.
· Now, that same responsible task manager generates some additional information, starting with an estimate of how many people will be needed to do the work entailed in the performance of this task. This is a count of people by time period, segmented by discipline (e.g. mechanical engineer, software programmer, etc.), skill level (e.g. expert, beginner, etc.), and special experiences required (e.g. must know the C++ programming language, must know how to machine titanium, etc.). If, at the time that the task manager is preparing this information, he/she already knows who some or all of these people will be by name, those names are provided too.
· The project will have a business manager, someone who handles the business matters of the project, including the financial accounting. On a large project, this will be an entire team of business specialists. Each task manager will have a business specialist assigned to help them. That business specialist will have access to information about how much per hour each type of person (by discipline, skill, and so forth) is likely to cost, and of course also has access to the actual salaries of the people who were identified by name (in most companies, the task manager will not have access to actual salary information; this is considered private information, and only a few specialists have access to this type of information). So, this business specialist can turn the information about the number and types of people into a dollar value.
· Companies and projects have lots of other costs, in addition to the salaries of the people who do the work. Those people, in addition to salary, likely receive benefits (e.g. some combination of vacation, sick pay, holidays, pension, medical insurance, etc.), and the cost of those benefits must be accounted for as we turn the schedule estimate for this task into a cost estimate for this task. Furthermore, they probably have an office or laboratory space, a computer, a telephone, and so forth – those must all be paid for too. The business manager is the person who then adds in all of these costs. In most companies, these types of costs are called indirect costs, and the company’s accounting structure calculates them as a percentage of salary, averaged over the entire work force. For example, benefits might cost an additional 50% of the amount of salary. And the building, rent, desk, computer, phone, air conditioner, and so forth might be an additional 40% of the amount of salary. The business manager will know how to do this for your project, and for your work locations (some of these costs are likely to vary by work location).
· The task may also entail the purchase of materials and parts, may involve travel, or may in other ways incur additional costs that are not directly relatable to salary. Such costs are often called other direct costs. The task manager must identify the materials, parts, and travel (start and end cities, and the approximate duration of each trip), but it is the business specialist (and not the task manager) who turns these estimates into dollars.
· Companies have people (e.g. the president of the company, his/her secretary, and so forth) and business functions (human resources, the law department, etc.) that do not work directly on the project. But these costs must be paid for too; every project in the company pays a pro‐rated share of these costs. The business specialist figures out the appropriate pro‐rated share of these costs for your task.
· The sum of all these items forms the cost of the task; that is, what it will cost the company to do the work entailed in the task definition.
We have now converted the schedule for one single task on our project to a cost estimate for that single task.
The project’s business manager can now add up the cost estimates for every task on the project, add in an additional amount of money in order to create a pool of resources that can be applied to correct problems that arise and then we have a cost estimate for our entire project.
The above only covers the costs of the task; it does not leave anything over that would allow the company to make a profit. When we add the profit to the cost, we obtain the price – that is, what we actually need to charge the customer for this work.
Injecting Realism into Your Estimates
Margin and Slack
As we discussed the importance of margin in the design: not designing our system so that it must operate at the very edge of its technical parameters. We used the example of a spacecraft: if the rocket booster is capable of lifting 1000 pounds to the correct orbit, we will design the spacecraft for a lesser weight, perhaps 950 pounds. That way, if things go wrong during the design and some articles end up weighing a bit more than planned, we can still deliver a spacecraft that weighs less than 1000 pounds and can therefore be lifted to the correct orbit. We must design with such margin for every technical and operational performance parameter.
In the same way, we must design our schedule to have margin too: not every task should abut against its neighbors; there should be gaps between many of the tasks. This schedule margin is called slack; the existence of such schedule slack is vital, in the same way, that the existence of a design margin is vital: it allows us to recover from the inevitable small delays in task completion. It is one of our cardinal roles, as the manager of an engineering project, to ensure that our schedules incorporate an appropriate amount of slack along each separate chain of tasks that comprise the schedule. Many of the software programs that are available to lay out your project schedule can calculate the slack along each chain within the schedule.
Calibrate Against Top‐Down Estimation Methods
But even with the three‐point estimates and the Monte Carlo simulations, most companies, and many customers, do not consider the bottom‐up methodology for schedule and cost adequate by itself. This is because these bottom‐up estimates may not be appropriately grounded in past experience, and therefore they may not be realistic. My experience is that people who are creating schedules and costs estimates for their tasks tend to be optimistic, and therefore they underestimate the time and cost of their tasks. How can we introduce some realism into the estimating process?
Fortunately, methods to accomplish this do exist. These methods are based on the idea that even if your project is creating something entirely new, most of the tasks you will be doing are in fact something that is similar to work that has been performed on a previously completed project.
This is a top‐down estimating approach; we are starting from the actual data from completed, previous entire projects, and using segments of those data to tell us information about actual productivity for both the entire project and parts of that project.
Good companies actually keep archives – organized as libraries – of information from previous projects (both successful and unsuccessful!). What was the original estimate for schedule and cost? How long did it actually take to finish? What did it cost when we actually finished? How many people did we bid? How many people did we actually use? These archives ought to be at the task level (or at least, at the lowest level of the work breakdown structure) so that you can see the details for individual pieces of work. You can then go into that archive and find six previous projects that built Kalman filter software, find out what each bid for schedule and cost, and find out what each actually entailed, in terms of schedule and cost. 
What we actually do then is to compare the duration and amount of effort by labor category for each task that we have estimated in our bottom‐up estimate against this library of historical actuals (man‐months, calendar months, and cost) for real previous tasks on real previous projects. If our bottom‐up estimates for this task are materially different from the historical data, we need to adjust those bottom‐up estimates to bring them more in line with the historic data (this is what brings realism into the estimating process!), and/or justify those differences. My advice is to beware of these justifications! Historical actual experience is almost always more accurate than the uncalibrated bottom-up estimates, which tend to be wildly optimistic.
The historical actual results in these project libraries will also include what is called cost estimating relationships (e.g. what percentage of a task typically goes to systems engineering, software development, business management, quality assurance, and so forth). The aggregated bottom‐up estimate for your entire project should be compared to these historical experiences of what percentage of your project budget should be spent on each discipline too, and any significant deviations either corrected or justified. This will help you catch areas that you forgot in your work‐breakdown structure and in your estimation process.
The use of these two types of top‐down modeling – both libraries of historical data from actual, previous projects (and it is vital, by the way, that such libraries include every project undertaken by an organization, not just the successful projects!) and parametric models of schedule and cost – to calibrate and adjust our bottom‐up estimates is an essential step toward creating credible estimates for schedule and cost.
It is important for you to know that many customers will not even accept a proposal that does not include the calibration of the bottom‐up estimates for schedule and cost against these two types of top‐down estimates; they see these calibrations as essential for credibility. Many customers will also create their own top‐down estimates of the schedule and cost entailed in your proposal; if their estimates are materially different from your own, they are highly likely either to reject your proposal or to lower the score of your proposal because of a lack of credibility.
Don’t be unrealistic about how accurately we can estimate the cost of a large, complex engineering project that entails lots of new development. If you are in charge of creating a new type of engineered system, and you manage to finish it for no more than 25% over the original price estimate, you have done well. There are plenty of examples of such projects that have ended up at three to five times the original price, and finishing at 10 times the original price is not rare.
If you end up finishing your project at three times or more than your original bid price, this outcome will be bad for both you and your company. How do we avoid this? By basing the estimate for the new work on actual previous practice: as explained in this lesson, you break the work into small pieces, figure out which small pieces of previously completed successful projects these new pieces are most similar to, and use the actual cost from those experiences as the basis for the bid for each small piece on the new project. That is what the top‐down use of historical actual costs from the company’s library, or from a parametric cost model, provides. There is no other method that seems to work. Bottom‐up estimates are usually hopelessly optimistic.
There is another, related but vital lesson to be learned here: if your customer insists that you bid on such a contract with a lot of new development on a firm‐fixed bid, you and the company will lose your shirt. Do not accept firm-fixed-price contracts for development work. You can accept firm-fixed-price contracts for the production of articles, once the development and testing are complete.
Resource Leveling
Let’s say that your engineering project is going to require about 400 people. You probably can’t get 400 people hired and assigned the day after you sign the contract; it will take time (most likely, several months) to accomplish all of that. Nor will you need exactly the same number of people throughout the duration of the project. In fact, not only will the number of people vary as the project progresses, but so will the mixture of skills that you need. For example, during some months you will need more software programmers; at other times you will need fewer software programmers but more testers.
Your team created an estimate of the people required for each task, by skill discipline, and other factors. Your staff can turn that into a month‐by‐month staffing profile for your project (e.g. a simple histogram of the number of people who will work on your project each month). You can create specialized subsets of this staffing profile too; for example, histograms for the software development portion of the project, and so forth. What you will likely discover is that the original staffing profile has big jumps up and down from month to month. This is a problem: you cannot actually have the size and constituents of your staff vary so rapidly. If you need a particular person for four months, but not for the fifth month, and then you need him again thereafter, you may find it impossible to find another project that will be able to employ that person for exactly that one month for which you do not need him. If you want this person to be available to you after that gap, you most likely have to keep that person, pay that person, and find something useful for that person to do during that one‐month gap.  That costs money – you must pay that person’s salary during that month! So, you have to smooth the staffing profile – make do with fewer people at times (and therefore extend the duration of the tasks on which they are working); keep people at times between gaps – and through these techniques eliminate the worst jumps up and down in staffing, thereby keeping the short‐term variation in staffing to a level that your human resources organization believes it can handle (which will not be very much!).
Such resource leveling (sometimes called load leveling) is an essential step in the creation of a credible project schedule and cost estimate. Your management and your customer will consider the big jumps up and down to be inexecutable, and therefore a gigantic risk to your project. But performing such leveling will likely drive up your price and extend your schedule. Sometimes this effect is modest, but sometimes it is quite significant. You can- not, however, omit this step: the staffing profile must be leveled, so variations are small enough that your human resource organization can handle the rate of change.
Cost vs. Price
The last aspect of estimation that we will cover in this lesson is cost vs. price. Earlier in this lesson, we defined the cost of your project as the sum of all the elements that will cause you and your company to spend money – directly (such as salary and items that you purchase) and indirectly (such as employee benefits, facilities, corporate management, and so forth) in the performance of the work entailed in your project. If our company were to offer to do the work for that amount of money, however, we would (i) have no reserve against uncertainties (in a large project, we may not know in advance exactly what will go wrong, but we can be quite certain that some things will go wrong) and (ii) make no profit for the company and its shareholders. In exchange for doing a useful piece of work, the company is entitled to earn a reasonable rate of profit on its work. So, these two items – management reserve (a fund of money set aside to deal with problems as they arise on the project) and profit – must be added to the estimate for cost; it is the combined sum of cost + management reserve + desired profit that forms the amount we bid to the customer. This sum of cost + management reserve + desired profit is called the price. The price will be specified in the contract.
As we have seen, every project entails uncertainty in cost, and therefore uncertainty in price too. Some level of uncertainty will always remain. An important question then arises: which party holds the financial risk for this uncertainty? That is, if the project costs more to complete than planned, where does that extra money come from? There are many possible answers to this question, but the question will always be answered in the contract. Here are some possible answers:
· It might be that the company doing the work holds all of the risk associated with the uncertainty about the cost. This is often called a fixed‐price contract. The contract defines a fixed dollar value that the customer will pay to the contractor, no matter how much or how little it actually costs the contractor to do the work. This makes sense if there is relatively little uncertainty involved in the work. Note that this is seldom, however, the case for complex engineering projects; such projects usually entail a lot of invention, and that implies significant uncertainty.
· It might be that the customer buying the system holds all of the risk associated with the uncertainty about the cost. This is often called a cost‐reimbursable contract. The contract states that the customer will pay all proven costs (no matter what the amount) that relate to the work defined in the contract, plus an additional amount as profit (sometimes called fee). The amount of the profit might be calculated in any of several different ways: as a percentage of the final cost, as a fixed dollar amount, on some sort of sliding scale that rewards the contractor for finishing the work at a lower cost, or any other methods. This is appropriate for many complex engineering projects, because of the uncertainty entailed by their invention and complexity. Customers obviously prefer that the company holds this risk, rather than them, but it might be the case that no reputable company will sign a contract for the project unless the customer holds some or all of this risk.
· It might be that the customer and the company share the risk in some fashion. There are a large number of hybrids approaches wherein the parties to the contract share the risk associated with the cost of doing the work entailed in the contract. By sharing the risk, we mean that both the customer and the company doing the work will be responsible for some designated share of any extra money required to do the work. The formulas for computing the relevant shares can vary a lot, and at times can be very complicated.
There is an important psychological aspect of risk‐sharing too: if the customer forces the company doing the work to bear all of the financial risks, it creates an inherently adversarial aspect to the working relationship. This is because, inevitably, if the company is holding all of the risks, they will look for pieces of work that can be avoided so as to lessen the chance of the cost exceeding that which is the basis for the price in the contract. A smart customer will realize that this is not to their advantage; things are better for the customer when the interests between them and the company doing the work are more in alignment. This motivates the use of cost‐reimbursable contracts for complex engineering projects, usually with some type of hybrid approach to determining who pays any extra monies required, and the amount of profit, so as to create some sharing of the risk.
Your Role in All of This
The manager of an engineering project requires that his/her team creates estimates for the schedule and cost of the project. This is one of your most important and most-watched tasks. But you do not actually do it, your subordinate managers do – you coordinate it.
Your employees must create these estimates, rather than you, so they believe in them. You must allow them to make real estimates, and not dictate the answer. You can mandate that they use particular estimating methodologies:
· Includes structures and instructions for how the bottom‐up estimation should be prepared, including three‐point estimates for schedule and cost and (unless your project is really small) the use of Monte Carlo simulations for schedule and cost.
· Requirements for calibration of their bottom‐up estimates against both (i) previous actual project results and (ii) parametric models.
You can also provide the task managers who are preparing these estimates with target values (e.g. your aspirations for the schedule and cost of their tasks). And you should negotiate with them about the final values for their estimates. But in the end, you ought not to dictate the answer; you must reach a consensual, bi‐lateral agreement with each task manager – they must be allowed to work to estimates which they psychologically “own.” As a preview of this lesson: the task managers must psychologically “own” the estimates for their own tasks in order for them and their employees to feel motivated to succeed in the work. We want them to be motivated because the data indicates that motivated employees are far more productive than unmotivated employees.
You must ensure that the resulting schedule incorporates an appropriate amount of schedule slack along every chain of tasks. You will also be asked to make regular reports of your updated predictions for schedule and cost.
The Intersection with Engineering
Much of what we discussed in this lesson could apply in some ways to any project: a construction project, an artistic project, and so forth. But there are vital intersections with engineering that transform the processes described in this lesson into processes suitable for engineering projects. There are three principal such intersections:
Determining the actual interrelationship and dependencies among the tasks. That is, what inputs from other tasks does this particular task require? For engineering projects, this is largely a matter of engineering and technology considerations. Your company’s engineering processes, by defining typical sequences of activities, and the artifacts produced by each step on those sequences, will get you started, but the interrelationships and dependencies can only credibly be defined by people with the appropriate engineering background and skills.
The creation of those three‐point estimates for schedule and cost. It is the details of the engineering and technology that will allow you to determine appropriate factors for the level of asymmetry that you should use in both magnitudes of deviation and probability of occurrence.
The calibration of the bottom‐up estimates against the two types of top‐down estimates (historic data from previously completed projects and parametric models). On an engineering project, these comparisons and assessments cannot be made without understanding the actual engineering issues involved.
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