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Questions
a) Discuss the reasons why a data warehouse is described as a RDBMS that is constructed to meet the requirement of transaction processing systems. 
b) Discuss three core activities that takes place during data stagging
c) Distinguish between Operational data stores and data warehouse 
d) You have implemented Type 2 SCDs, but you are noticing that the size of the dimension table is growing rapidly. How would you address this issue?
e) You have received feedback from users that some of the reports generated from the data warehouse are slow to run. How would you troubleshoot this issue? What steps would you take to optimize the performance of the dimensional model?
f) Explain the key concepts of dimensional modeling, including facts, dimensions, attributes, and hierarchies. How do these concepts relate to each other?
g) What is a Data Mart, and how does it differ from a Data Warehouse?
h) Data warehousing support architectures and tools for business executives to systematically organize, understand and use their information to make strategic decisions, discuss why data warehouse is considered to be a decision support system











Answers for the Questions
a. Discuss the reasons why a data warehouse is described as a RDBMS that is constructed to meet the requirement of transaction processing systems. 
Data Integration from Multiple Sources
A key function of a data warehouse is integrating data from multiple, often disparate sources, including transaction systems, ERP systems, CRM applications, and external data sources. This is essential for providing a unified view of an organization’s data. The RDBMS structure of a data warehouse enables the standardized, consistent storage needed to manage and relate these diverse data sources effectively.
Designed for High Read Performance
In contrast to transactional systems optimized for frequent read/write operations (like inserts, updates, and deletes), data warehouses are read-heavy systems. They are designed to handle complex, large-scale queries efficiently, supporting high-performance reads that are typical in business analysis and reporting.
Enhanced Reporting and Decision-Making Capabilities
The design of data warehouses supports advanced reporting and decision-making capabilities, as it’s structured to answer strategic questions rather than support operational tasks. By centralizing historical data, a data warehouse enables business intelligence tools to provide insights that support long-term decisions.

b. Discuss three core activities that takes place during data stagging		
During data staging in a data warehouse environment, three core activities occur to prepare data for loading into the data warehouse: Extraction, Transformation, and Loading. These activities, commonly referred to as ETL (Extract, Transform, Load), ensure that data from various sources is cleaned, standardized, and ready for analysis.

1. Extraction
· The extraction step involves retrieving data from various source systems, which could include databases, flat files, APIs, ERP systems, CRM systems, or other external sources. Since data can be stored in different formats and systems, the extraction process consolidates all necessary data.
· During extraction, the data staging area collects data from source systems without disrupting their performance. This data could be real-time, where changes are captured and pulled as they occur, or it could be batch-based, where data is extracted periodically.

2. Transformation
After extraction, the data undergoes transformation to align it with the data warehouse’s format and requirements. Transformation ensures data consistency, integrity, and quality, making it ready for effective analysis.
Common transformation tasks include;
· Data Cleansing
Removing errors, duplicates, and inconsistencies to ensure accurate data.
· Data Standardization
Formatting data (e.g., converting date formats) to maintain consistency.
· Data Mapping and Enrichment
Matching data from different sources to the target structure and filling in missing values where possible.
· Data Aggregation and Summarization
Calculating aggregates like sums, averages, or counts, which will reduce processing time for analytical queries.
3. Loading
Once data is transformed, it is loaded into the data warehouse or a data mart, making it available for reporting and analysis. Loading can be done in batches (periodic loads) or incrementally (real-time loading).
· The Load Process include;
· Batch Loading
Data is loaded at scheduled intervals, which minimizes the impact on system performance and is suitable for daily, weekly, or monthly updates.
· Incremental or Real-Time Loading
Data is loaded as it changes in the source systems, often using a change data capture (CDC) mechanism. This is critical for near-real-time analytics.
c. Distinguish between Operational data stores and data warehouse 
· Operational data store is designed for operational reporting and real-time data integration. It supports quick lookups and enables real-time access to operational data for daily activities.
whereas
A data warehouse is designed for analytical processing (OLAP), supporting strategic decision-making and trend analysis over time. It stores historical data from multiple sources for complex queries and reporting.

· Operational data store (ODS) stores only current data, often with near real-time updates. It focuses on providing the latest state of data, supporting operations that require up-to-date information.
while
Data Warehouse contains historical data, accumulating data over long periods to support trend analysis. Data in a data warehouse is typically updated periodically (e.g., daily, weekly), so it may not be as current as in an ODS.

· Operational data store is optimized for quick, low-latency queries to support real-time, operational reporting and lookup tasks. It focuses on write efficiency and minimal query complexity.
Whereas 
Data warehouse is optimized for complex, read-intensive analytical queries, involving aggregations and joins across large datasets. It sacrifices some write efficiency for fast read performance on analytical tasks.

· Operational data store handles relatively smaller volumes of data, focusing on the most recent and relevant data for ongoing operations.
While Data Warehouse handles large volumes of data due to its need to store historical records over long periods. 

d. You have implemented Type 2 SCDs, but you are noticing that the size of the dimension table is growing rapidly. How would you address this issue?
If a Slowly Changing Dimension (SCD) Type 2 implementation is causing rapid growth in the dimension table, you can address this issue with several strategies. SCD Type 2 tracks historical changes by creating a new row for each change, which can increase table size significantly over time. Below are some ways to manage this growth effectively.
· Partitioning the Dimension Table
Partitioning divides the table into smaller, manageable parts based on a column, such as a date or version. By organizing data into partitions, queries that require current data can access only the most recent partitions, reducing scan times.
Partitioning helps improve query performance and manage storage, especially for large tables with historical data.
· Implementing Data Compression
Many data warehouse platforms support data compression, which can significantly reduce storage requirements by encoding or compressing the data.
This helps manage storage costs and keep table sizes manageable without compromising the retention of historical data.
· Maintaining a "Current" View for Frequent Access
Create a view or a materialized view that includes only the latest record for each entity. Users who need only current data can query this view, reducing the need to scan through historical data.
Maintaining a current view for frequent access limits resource consumption by providing a faster, streamlined dataset for common queries, while historical data remains accessible when needed.

e. You have received feedback from users that some of the reports generated from the data warehouse are slow to run. How would you troubleshoot this issue? What steps would you take to optimize the performance of the dimensional model?
· Optimize Indexing and Partitioning
Poor or missing indexing and ineffective partitioning can lead to inefficient scans and slow query performance.
Ensure that commonly queried fields, such as foreign keys, surrogate keys, and frequently filtered columns, are indexed. Use composite indexes for columns often used together in filters.
Partition large fact tables by date or another high-cardinality attribute to limit the number of scanned records. Ensure the query’s filters align with the partitioning strategy.
· Optimize the ETL Process for Better Load Performance
Efficient ETL processes ensure that data is loaded, transformed, and updated without creating data delays or impacting query performance.
Schedule ETL processes during off-peak hours to reduce competition for resources.
Optimize the ETL pipeline to process only changed data (incremental loads) rather than full loads, minimizing the time and resources needed for data updates.
· Consider Aggregation Tables (Materialized Views)
Aggregating data in advance reduces the need for complex calculations on large datasets at query time.
Create pre-aggregated summary tables or materialized views based on common reporting needs (e.g., daily, monthly sales summaries).
Schedule the aggregation updates to run during off-peak hours to ensure the summaries are always up to date.

f. Explain the key concepts of dimensional modeling, including facts, dimensions, attributes, and hierarchies. How do these concepts relate to each other?
Dimensional modeling is a design technique used in data warehousing that enables efficient data retrieval and analysis. It focuses on organizing data into structured formats that are easy to understand and query, particularly for business intelligence applications. Below are the key concepts of dimensional modeling:
1. Facts
Facts are quantitative data points that represent measurements or metrics of a business process. They are typically numerical values that can be aggregated. For example, sales revenue, order quantity, profit, and inventory levels.
Characteristics
· Facts are stored in fact tables.
· They usually contain foreign keys referencing dimension tables.
· Facts can be additive (can be summed), semi-additive (can be summed for some dimensions but not all), or non-additive (cannot be summed).
2. Dimensions
Dimensions provide context to the facts. They are descriptive attributes that help to categorize and filter the facts. In other words, it’s a category of information. for examples, Time Dimension, product Dimension, customer Dimension.
Characteristics
· Dimensions are stored in dimension tables.
· They contain attributes that describe the dimension.
· Dimensions can be used to slice and dice the data, allowing for detailed analysis.
3. Attributes
Attributes are the individual pieces of data that describe a dimension. They provide more detail about the dimension. For example, for a product dimension, attributes could include product name, category, brand, and color.
Characteristics
· Attributes enhance the dimension’s usability by providing descriptive information.
· They are used in queries to filter, group, and sort data.
4. Hierarchies
Hierarchies define the relationships between attributes within a dimension. They allow data to be organized and navigated at different levels of granularity. For examples, a time dimension might have a hierarchy of Year → Quarter → Month → Day; a geography dimension might have Country → State → City.
Characteristics
· Hierarchies facilitate drill-down and roll-up operations in reporting and analysis.
· They help users navigate through data at various levels of detail.

How the concepts relate to each other
· Fact Tables and Dimension Tables
Fact tables contain the measurable data (facts) and foreign keys that link to dimension tables. Each fact is associated with one or more dimensions, providing context for analysis.
· Dimensions and Attributes
Each dimension table is made up of attributes that describe the dimension. For example, a customer dimension may consist of attributes like customer name, address, and phone number.

· Hierarchies within Dimensions
Hierarchies help organize attributes within a dimension, allowing users to view data at different levels of detail. For instance, a sales report can be viewed by year, quarter, or month, depending on the hierarchy defined in the time dimension.

g. What is a Data Mart, and how does it differ from a Data Warehouse?
A data mart is a subset of a data warehouse, often focused on a specific business line or department (e.g., sales, finance). Data marts can be dependent (sourced from the data warehouse) or independent. Data marts are smaller and contain domain-specific data, while a data warehouse is a centralized system for the entire organization. 

h. Data warehousing support architectures and tools for business executives to systematically organize, understand and use their information to make strategic decisions, discuss why data warehouse is considered to be a decision support system
A data warehouse is considered a Decision Support System (DSS) because it enables business leaders to make informed strategic decisions by providing a reliable, centralized, and analytical view of data.
· Centralized Data Repository
Consolidates data from multiple sources, offering a single source of truth. This streamlines analysis, reducing the need to combine data manually from different systems.
· Historical Data for Trend Analysis
Stores historical data, allowing for trend analysis over time. This helps executives compare past and present data to predict future outcomes.
· Supports Complex Queries and OLAP
Optimized for complex queries and OLAP, enabling executives to analyze data across multiple dimensions, providing insights from various perspectives (e.g., by region or product).


· Predictive and Advanced Analytics
Supports predictive modeling and advanced analytics, helping executives make proactive decisions by identifying trends and potential risks.
· Data Visualization and Reporting Tools
Integrates with BI tools for visualizations, making complex data more understandable. Dashboards and reports allow for quick monitoring of KPIs and trends.
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